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Abstract. A novel robust active appearance model (AAM) matching
algorithm is presented. The method consists of two main stages. First,
initial residuals are clustered by a non parametric mean shift mode de-
tection step. Second, modes without gross outliers are selected using
an objective function. Robustness of the matching procedure is demon-
strated on a variety of examples with different noise conditions. The
proposed algorithm outperformed the conventional AAM matching on
images with gross disturbances and can tolerate up to 40% of disturbed
data.

1 Introduction

Active Appearance Models (AMMs) introduced by Cootes et al. [1, 2] have
proven to be a useful method for the segmentation of medical image data. Ap-
plications reported in the literature include the segmentation of knee parts in
MRI data [1], the heart in MRI data [3, 4, 5] and stress echocardiograms [6],
parts of the human brain in MR images [7], or the diaphragm in CT data [8], to
name a few. One reason for the popularity of AAMs is that knowledge learned
in the training phase about object shape and texture (appearance) is utilized for
segmentation.

Despite the success of AAMs in medical image analysis and other application
domains, problems are encountered in cases where the object gray-value appear-
ance is significantly changed due to gross disturbances. Here, the learned model
will fail to describe the whole object to be segmented correctly. Such cases occur
quite frequent in clinical routine and may have several reasons including artificial
changes of organ appearance (e.g. implants), pathological changes of organ ap-
pearance (e.g. tumors), missing data, or image acquisition artifacts. The impact
of disturbances in gray-value appearance can range from a partially erroneous
result to a complete failure to match the target object. Consequently, another
(manual) procedure may have to be used for segmentation.

In cases of gross disturbances, the AAM based segmentation method should
match undisturbed portions of input data and utilize a priori knowledge gained
in the learning phase of the AAM to estimate the plausible object shape and
appearance in the disturbed regions. Such a robust behavior can be obtained
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by treating missing or abnormal information (outliers) differently compared to
undisturbed information (inliers) during the model matching process. The goal
of the matching step is to minimize the difference between model and image
data (residual) in order to achieve a good segmentation. In the standard AAM
framework proposed by Cootes et al. [1, 2], matching is treated as a least-squares
optimization problem. Because of the quadratic error measure (L2 norm), it is
sensitive to outliers and limits the performance of AAMs.

Approaches to make AAMs more robust have been reported by Edwards et
al. [9], Stegmann at al. [10], and Gross et al. [11]. All reported methods try to
reject outliers solely based on the magnitude of residuals observed during the
AAM matching. In general, a large residual is not an information that should
be discarded a priori. For example, the error might be due to an initial model
displacement. In this case, the error is a valuable information. If discarded, a
slower convergence of the AAM or a complete failure to match image data might
result. Therefore, treating the error information of an AAM only in terms of its
magnitude is not a generally viable solution.

In this paper we propose a novel robust AAM matching algorithm. Resid-
uals are analyzed by means of a Mean Shift based mode detection step and
selected according to the impact on the matching process. This allows an indi-
vidual adaptation to disturbances in input data. Compared to other methods,
no assumptions regarding “normal” residuals are made. This translates into a
higher flexibility regarding the types of disturbances that can be handled without
adjusting the algorithm.

2 Methods

2.1 Robust Active Appearance Models (RAAMs)

The proposed robust AAM matching method builds on the AAM framework
described by Cootes et al. in [1, 2] and requires that training data is free of dis-
turbances. During standard AAM matching, updates of model parameter vector
p are obtained by evaluating

δp = −
(

[

J(r)T J(r)
]−1

J(r)T
)

r(p) = −Rr(p) (1)

based on the observed actual residual r, calculated by comparing the gray-values
of the model and the image data underneath [1, 2]. In Eq. (1), J(r) = ∂r/∂p
denotes the Jacobian of r and R is the prediction matrix. To increase the robust-
ness of AAMs to gross disturbances (outliers) in the input image, “misleading”
coefficient updates (incorrect δp) must be avoided. Therefore, inliers and outliers
must be identified. If the outliers in r(p) are known, Eq. (1) can be adjusted
accordingly. Let vsel = (v1, . . . , vM )T be the selection vector with respect to the
residual r = (r1, . . . , rM )T with the following property:

vi =

{

1 : ri ∈ I(r)
0 : ri ∈ O(r)

(2)
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where the set of inliers is denoted as I(r) and the set of outliers as O(r). Then
the rows of the Jacobian J(r) are rearranged into the vector J(r)sel. J(r)sel

denotes the components of J(r) for which vsel is equal to one:

J(r)sel = J(r)[vsel==1,:] . (3)

According to Eq. (1), a new matrix Rsel and a new parameter update vector
δpsel can be calculated, assuming that I(r) consists of at least one element.
By using δpsel instead of δp, only inliers are used for the update of model
parameters p during matching. A successive degeneration of the model, due to
outliers, can be avoided. Note, that Rsel has to be recalculated in each iteration
of the matching procedure, since the residual r(p) changes during matching.

The crucial step in this procedure is the classification of the residual into
inliers and outliers. As explained in the introduction, classifying outliers only
according to the magnitude of the residual r(p) is not sufficient. Therefore, we
propose a robust AAM matching procedure based on optimization of an objective
function:

1. Initialize the AAM with the parameter vector p0 based on an initial estimate.
2. Calculate the initial residual r̃(p0) by roughly aligning the texture vector of

the model gm(p0) to the image texture vector gi(p0) (model frame):

r̃(p0) = gi(p0) − a(gm(p0)) , (4)

where a(g) denotes the alignment function.
3. Analyze the modes of the initial residual r̃(p0) (Section 2.2).
4. Choose an optimal (outlier-free) combination of modes based on the opti-

mization of an objective function (Section 2.3).
5. Utilize only pixels covered by the finally selected mode combination in the

intrinsic iterative AAM matching process.

Steps 1 and 2 are similar to the standard AAM matching steps. In step 3
the initial residual r̃(p0) is partitioned into modes by using a Mean Shift based
algorithm (Section 2.2). Based on the partitioning, the combination of modes
is optimized according to an objective function. The goal is to select only the
modes associated with I(r) and to reject the modes associated with O(r). Mode
combinations are tested by running an intrinsic AAM matching followed by
the evaluation of the objective function (Section 2.3). Finally, the best mode
combination is selected. The results obtained with this selection are taken as the
final matching result.

Intrinsic AAM matching deviates from the standard AAM matching in two
ways:

1. Prior to each parameter update during intrinsic AAM matching, a selection
vector vsel is generated and utilized for calculating rsel, Rsel and δpsel,
respectively. The generation of vsel is based on an estimate r̃ for the residual
r. r̃ is calculated in an analogous way to Eq. (4) using the rough alignment
function a(g). The components of vsel are set to one, if the corresponding
value in r̃ is covered by the actual mode combination under evaluation.
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2. A z-score function z(x) = [x − µ(x)i]/σ(x) is applied during residual calcu-
lation for the alignment of the image and the model texture vectors

r(p) = z (gi(p)) − z (gm(p)) , (5)

where the mean of the components of vector x is denoted as µ(x), the stan-
dard deviation as σ(x) and the unit vector as i. Based on r(p) and vsel,
rsel(p) is generated by taking only components of r(p) for which vsel is
equal to one and used in combination with Rsel for a parameter update:
δpsel = −Rselrsel(p).

2.2 Mode Analysis of Residuals

To find the modes of the initial residual r̃(p0), the mean shift algorithm is utilized
[12, 13]. Given a set of points X = {xi ∈ Rd|i = 1, . . . , n}, the mean shift vector
at point x is defined as

mh,G(x) =

∑n

i=1 g
(

∥

∥

x−xi

h

∥

∥

2
)

xi

∑n

i=1 g
(

∥

∥

x−xi

h

∥

∥

2
) − x (6)

where h is the bandwidth parameter of the radial symmetric kernel G(u) =
ck,dg(‖u‖2) with the profile function g; ck,p is a normalization constant. The
mean shift vector has the following property: mh,G(x) always points in the di-
rection of the maximum probability density function (PDF) ascent.

For our application, the boundaries between modes are of interest to partition
the residual r̃(p0) = (r1, . . . , rM )T into modes. Therefore, the valleys between
the modes need to be found. Following the mean shift vector mh,G(x) would
lead to a mode (local maximum of PDF). However, by reversing the direction
of mh,G(x) local minima, representing the boundaries between modes, can be
found by the following procedure:

1. Repeat for each xl ∈ X with X = {ri}i=1,...,M , the set of all components of
residual r̃(p0), and l = 1, . . . , n:

(a) Set y0 = xl.
(b) Shift each point proportionally to the negative gradient of the PDF

(mean shift) until it converges to a valley point by iteratively computing:

yj+1 = yj − mh,G(yj) j = 0, 1, 2, . . . (7)

(c) Store the obtained valley point: pxl
= yend.

2. Quantize all valley points into bins: p̃xi
= q(pxi

).
3. Find all the different valley points in P = {p̃xi

}i=1,...,n and store them as a
list of scalars (d = 1) in BX = [b1, . . . , bo+1] where bi ≤ bj for i < j. Modes
are stored in MX = {M1, . . . ,Mo}, whereas mode Mi is limited by the
valley points bi and bi+1.
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Fig. 1. Histogram H(r) of a residual r. Ymax(r) denotes the maximum value of H(r)
and Xmax(r) the magnitude of the corresponding residual

Modes consisting only of a few data points are of secondary importance,
since they have hardly any influence on the result. Therefore, modes with less
than T = γ maxi=1,...,o{|Mi|} (0 ≤ γ < 1) data points can be merged with
neighboring modes, and BX and MX are updated accordingly. The number of
remaining modes is denoted by õ. The choice of γ depends on the selected kernel
bandwidth h, which defines the sensitivity regarding small modes.

2.3 Mode Selection

The main idea behind the objective function for mode selection is as follows:
gross outliers in images usually lead to a degeneration of AAMs during matching.
For the evaluation of the AAM matching performance, an objective function is
utilized for the selection of a mode combination. A suitable objective function
should consider two criteria. First, the quality of the match should be high.
Ideally, a matched AAM would result in a residual vector r equal to 0. Therefore,
the histogram H(r) would show a single peak at the residual value of 0 with the
peak height equaling to M . Peak heights lower than M or a peak occurring at
other residual values than zero indicate a less desirable match (Fig. 1). Second,
the match should be based on as many (inlier) points as possible. It is also
crucial that no assumptions regarding a “normal” magnitude of residuals are
made, since large residual values might provide important information for AAM
matching. The objective function described below takes this into account. It
weights the peak height with a combination of the peak offset and the number
of data points used for matching. Let S = ℘(MX) \ {∅} = {S1, . . . ,Sl} be the
set of all possible mode combinations with at least one mode selected where ℘
denotes the power set and l = |S| = 2õ − 1. Given S, our goal is to find an
optimal mode combination Sj with Q(Sj) = maxi=1,...,l{Q(Si)} .

Let rSi
be the final residual (Eq. 5) after the intrinsic AAM matching based

on the actual selected modes Si. The distribution of residual rSi
is analyzed

by calculating the histogram H(rSi
). The maximum value Ymax(rSi

) of H(rSi
)
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is calculated and the magnitude of the corresponding residual is denoted as
Xmax(rSi

) (Fig. 1). We define the following objective function

Q(Si) = Ymax(rSi
)fand(wo, ws) , (8)

where fand(wo, ws) = 2wows/(wo + ws) represents an AND-conjunction of two
weighting functions wo and ws. The peak offset (quality of match) is taken
into account by the weighting function wo = α−|Xmax(rSi

)| and the number of
residual components used is reflected in ws = 1/M

∑

Mj∈Si
|Mj |. The values

of both weighting functions range between zero and one. The relative influence
of wo and ws is adjusted by the factor α. Both weights are combined by the
function fand and attenuate the peak value Ymax(rSi

).
Since the number of modes is usually rather small, an exhaustive search is

used to find the best mode combination. In the case where a lot of modes are
found, the use of a greedy search strategy is possible, but may yield suboptimal
results. If a priori knowledge about the disturbance is available (e.g. disturbance
is dark), it can be incorporated into the search strategy.

3 Case Studies

To evaluate the performance of the RAAM, segmentation results obtained with
a standard AAM (with z-score alignment; see Eq. 5) were compared to RAAM
results on proximal phalanx (Fig. 2(a)) and metacarpal bone (Fig. 2(b)) X-ray
images of the small finger. Forty images showing both bones were available.
Reference tracings were made manually by a physician, and landmarks used
for model building were placed automatically by using the method proposed by
Thodberg [14]. The gray-values of the images were scaled to [0, 255]. Image data
is disturbed by natural or artificially generated outliers. The following RAAM
parameters were used in all experiments: g(x) = exp(−x/2), h = 4, γ = 0.05,
and α = 1.03. For model building, the number of principal component analysis
(PCA) modes used to represent shape, texture, and the final model were selected
to explaining 99% of the variation present in training data.

Matching performance was measured by the relative overlap error Erol% =
100%(|Aref ⊕ Amodel|)/|Aref | where Aref and Amodel are object masks for the

Fig. 2. Example of a X-ray image of the small finger. (a) Proximal phalanx. (b)
Metacarpal bone

(a) 
(b) 
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reference segmentation and the matched model, respectively. The operator ⊕
denotes the XOR operation between masks and the number of object pixels is
denoted by |A|. Reference masks were generated by converting reference tracings
of the object contours. The relative overlap error is suitable to measure not only
the success of the matching process, but also the degree of failure.

For interpreting the distribution of the relative overlap errors of test series,
box-and-whisker plots were used [15]. The box has lines at the lower quartile,
median, and upper quartile values. The whiskers show the extent of the rest of
the data. Outliers are displayed by a ‘+’ symbol.

Both, AAM and RAAM matching started with identical initial model param-
eters. Images, showing original information and disturbances, have been gray-
value transformed for better visibility.

3.1 Proximal Phalanx X-Ray Images with Synthetic Disturbances

Performance of AAMs and RAAMs was compared using the undisturbed orig-
inal data and the artificially corrupted images (Fig. 3) using a leave-one-out
approach. Models were generated and trained on 39 complete proximal phalanx
images, and matching performance was subsequently evaluated on the left-out
image. The training process was repeated 40 times, always leaving out a different
data set for evaluation.

Results. Full object masks were used for error calculation with the exception
of the test case occlusion pattern n (Fig. 3(a)), where the occluded part was
ignored for error calculation. Full masks allow to measure the degree of model
degeneration caused by local disturbances, but are not meaningful if only dis-

Fig. 3. Occlusion patters used in combination with proximal phalanx X-ray images
(Section 3.1). Disturbance patterns were fixed in all 40 proximal phalanx images.
(a) Occlusion noise (normally distributed within range of [−50, 50]). (b) Constant dis-
turbance (gray-value: 255). (c)–(f) Occlusion with varying density. Gray-values of oc-
cluding boxes are chosen randomly between [0,255]. (a)–(f) Effective mean occlusion
of the 40 target objects: n : 29.2%, o : 15.5%, p1 : 8.2%, p2 : 19.8%, p3 : 39.5%, and
p4 : 64.4%

(a) n (b) o (c) p1 (d) p2 (e) p3 (f) p4
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Fig. 4. Box-and-whisker plots of the relative overlap error for AAM and RAAM on
proximal phalanx X-ray images (Section 3.1). Each plot is based on leave-on-out ex-
periments using 40 cases. (a) Standard AAM. (b) Robust AAM

Fig. 5. Example of matching results on images with synthetic disturbances (Section
3.1). The pattern p1 was used to occlude the image

turbed image data is available in a larger area (pattern n). A comparison of the
relative overlap error for AAM and RAAM algorithms is given in Fig. 4. For the
case with no occlusion pattern applied, the results are essentially the same. In
all other cases with disturbed image data (patterns n, o, p1–p4), the RAAM al-
gorithm had a considerably lower median of the overlap error than the standard
AAM (see also example in Fig. 5). The RAAM algorithm tolerates occlusion
rates of up to 40% well, and fails in the cases of the occlusion pattern p4 with
an average object occlusion rate of 64.4%.

3.2 Proximal Phalanx X-Ray Image with Implants

A proximal phalanx X-ray image with a disturbance, caused by a medical inter-
vention, was used for comparison of the AAM and RAAM methods. Fig. 6(a)
shows the test image with a reference tracing of the bone contour. When com-
pared to a normal proximal phalanx (Fig. 2), several differences can be observed.
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(a) Reference (b) AAM (c) RAAM

Fig. 6. Proximal phalanx X-ray image with implants. (a) Manual reference tracing. (b)
AAM and (c) RAAM matching result. Landmarks are represented by ‘+’ symbols and
are connected by white lines

First, the patient is suffering from rheumatoid arthritis, causing lower bone den-
sity and pathological changes of the joints, compared to normals. Second, an
arthrodesis of the proximal interphalangeal joint (top of bone in Fig. 6(a)) of
the finger with wires for fixation, leading to union of the of the bones, has been
carried out. This and the data set presented in Section 3.3 (metacarpal bone
data) are of particular interest, since model-based segmentation techniques are
promising for the automated assessment of rheumatoid arthritis [16]. Training
of AAM and RAAM was performed on the 40 segmented (normal) data sets
available. After training, models were applied to the test case.

Results. The AAM and RAAM matching result is shown in Fig. 6(b) and
Fig. 6(c), respectively. The relative overlap error was calculated as 33.66% for
the AAM and 15.53% for the RAAM. The AAM is severely influenced by the
changed object appearance and fails to deliver an acceptable result. The RAAM
does not show such a behavior. In case of the RAAM, segmentation errors mainly
occur in the region of the joint which is affected by rheumatoid arthritis.

3.3 Metacarpal Bone X-Ray Image with Implant and Severely
Changed Shape

The metacarpal bone X-ray image of the small finger that was used for compari-
son is depicted in Fig. 7. In the area of the metacarpophalangeal joint, a silicone-
spacer-implant for metacarpophalangeal arthroplasty in rheumatoid arthritis is
present. The implant causes a gross disturbance in gray-value appearance com-
bined with a severe shape change of the metacarpal joint (parts of the bone
are missing). In addition, the carpometacarpal joint shows pathological changes
caused by rheumatoid arthritis (compare with Fig. 2(b)). Learning and training
of the AAM and the RAAM was performed on the 40 healthy metacarpal bone
contours as described above. Testing was done on the image shown in Fig. 7.
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(a) AAM (b) RAAM

Fig. 7. Metacarpal bone data. (a) AAM and (b) RAAM matching result. Landmark
points are represented by ‘+’ symbols and are connected by white lines

Results. The standard AAM matching result is shown in Fig. 7(a). The con-
tour is atypical for a metacarpal bone (Fig. 2(b)). Areas without shape changes
(adjacent joints) are not well segmented. The gray-value disturbance has a clear
impact on the segmentation result. In contrast, the RAAM correctly segments
the bone structures without severe shape changes (Fig. 7(b)). This example also
demonstrates the inherent limits of RAAM matching—and more generally all
model based segmentation approaches (including standard AAMs)—the model
can not compensate for severe pathological/artificial changes in object shape
not learned previously. However, in case of the RAAM result (Fig. 7(b)) a priori
knowledge is utilized plausibly. Hence, the contour in the carpometacarpal joint
area can for example be used as a starting point for the quantification of the
stage of the rheumatoid arthritis based on a snake approach (see [16]).

4 Discussion and Conclusion

While the presented RAAM method has many advantages, a decrease of image
analysis speed is experienced due to the increase of the computation complexity.
The search for an optimal mode combination requires that all 2õ − 1 individual
combinations be tested, where õ denotes the final number of modes after mode
merging (Section 2.2). The average for õ was 2.2 in case of the 40 undisturbed
proximal phalanx images. This number increased with the increased image dis-
turbance level. The more modes are found in the process, the more mode com-
binations need to be analyzed (intrinsic AAM matching and objective function
evaluation). Hence, a trade-off between selectivity (kernel size) and processing
time has to be made. If processing speed is of the utmost importance, the RAAMs
may be employed selectively to improve performance in cases known to include
metal implants, tumors, or image artifacts as described above while conventional
AAMs can be used in the standard situations. The method selection can easily
be done interactively when reviewing the images prior to the analysis.

A fully automated robust active appearance model matching approach was
presented and compared to the standard matching method. No a priori assump-
tions regarding the kind of disturbance were made. The RAAM algorithm was
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universally applicable to different types of segmentation tasks. The performed
experiments demonstrated that the RAAM segmentation method outperformed
the standard AAM technique in all tested cases exhibiting gross outliers of gray-
value appearance. This is an expected outcome, since gross outliers severely influ-
ence the least squares optimization of the standard matching algorithm causing
segmentation failures. In comparison, RAAMs tolerated disturbances up to ap-
proximately 40% of the object-of-interest area, as demonstrated by the reported
experiments.
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